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General analysis:

While several aspects of this research greatly impress me, I am ultimately left wanting something to compare to.  Certainly there must be other “uncertainty in dialog” papers, based on other systems, which we could have compared these to.  I am also disturbed by the overwhelming dependence upon in-house research to support the authors.  Lastly, the apparent naïveté and use of non-standard language (eg “joint activity” instead of “task” and “feedback” instead of “back-channel”) were both refreshing and irritating at times.

General questions:

“How can you publish five virtually similar exploratory papers with one half-baked evaluation?”

· Ilya Goldin

Virtually identical is more like it.  They should have been collapsed into a single paper.  As for the half-baked (more like half-assed) evaluation, I’m tempted to say it’s a product of Microsoft’s apparent aversion to evaluation and peer review of any kind, but that may just be my prejudice talking.  Any more speculation on my part would just be soapbox ranting.  

“Why didn't we read the one paper by these folks that actually had something to do with evaluation?”

· Ilya Goldin

I didn’t pick them.  I think my bias against Microsoft and what it considers assistance (ie that infernal paperclip) would have driven me away from these papers.  Then again, I would have missed out on some very interesting work.  I guess even a blind pig finds truffles once in a while. ;)

“On Monday, we briefly discussed the question whether tutoring systems are “real" dialog systems, since one can see them as merely asking a number of questions to the student. Now, I am wondering whether the Microsoft systems are even less dialog systems? From the paper it sounds as if the systems' main dialog functionality is pretty much asking a string of clarification questions. The "Harnessing ..." paper also talks about a "command-and-control" system. Similarly in the "deep listening" paper, I am missing an "active participation" of the system.”

· Stefanie Bruninghaus

While DeepListener and Presenter do not seem to be real dialog systems, their components are used in other systems, such as Bayesian Receptionist, that are.  

“If it is true that designers tend to think using diagrams, then the design diagrams that seem to underlie these papers are: Figure 1 in "A Computational Architecture...", Figure 1 in "DeepListener...", and Figure 1 in "Conversation as Action ...".”

· Roy Wilson

If memory serves me, I believe I read somewhere that one of the new frontiers of AI is understanding reasoning with diagrams.

“The idea of integrating multiple signal modalities over time for clarification dialog is particularly interesting to me, since it suggests an extensible approach more likely to be adequate to the task of peeling (what is for Winograd and Flores) the onion of context. Whereas Levin, et. al, view dialog design as a matter of solving a global decision problem, H&V (in "Harnessing ..." and "DeepListener") suggest that design is a matter of solving a number of local decision problems.”

· Roy Wilson

I agree.  Except in cases of intense concentration, like that required to play chess, deep state-space search does not seem to be a primary mode of human thought.  There’s just too much information to process.  Instead, we seem to break problems into manageable queues of data, sorted by priority and cost/benefits.

 “I wonder about the general applicability of the approach, the costs of development, …[and] the availability of non-M$ components that could be cobbled together to do something like what H&V have done”

· Roy Wilson

I did not notice any components that could not be placed with comparable or better components currently available on the market.  The temporal Bayesian net stuff might be tricky, but I’m sure there’s something out there besides Microsoft’s product.  The really hard part would be making the heterogeneous parts “play nicely” together.
A Computational Architecture for Conversation. E. Horvitz, T. Paek. Proceedings of the 7th International Conference on User Modeling (UM), 1999.

Analysis:

I like the goal decomposition approach, the use of VOI computations, and the cost-benefit analysis.  I also like that Bayesian Receptionist attempts to model the system’s intentions to a certain degree.  Perhaps this is a consequence of observing real receptionists.  Other system designs (eg TRAINS) did not seem to be modeling an explicit person or type of person.  Assumptions and biases in systems such as TRAINS are entirely those of the system designers.

Questions:

“I wonder how reliable the "vision" software is that the Bayesian Receptionist uses to determine if the user is looking confused or is carrying a notebook. Actually, I even wonder to what extent it really matters if the user is carrying a notebook.” 

· Amy Soller

I am also curious about the vision software used, but regardless of quality, I applaud its use.  ASR software is far from perfect but it’s still used for speech-to-text applications.  I personally think that nonverbal communication is very important and inappropriately ignored by the dialog systems community.  Granted, a lot of this research started with telephone systems, but it seems to me that the papers we have read convincingly indicate that voice-only communication is inefficient and prone to error.  

“How did the researchers compose the Bayesian net?  Given the considerable size even of the sub-graph shown in the paper, I'd suppose that the net would have been quite difficult to assemble, requiring teams of experts working closely together in negotiations over considerable time, in order to compose them.  Do they discuss this? (Perhaps they answered this and I missed it.)”


- Matthew Bell

Building a Bayesian net is much like designing a dialog act tagging system.  By that I mean that the designers much determine the size of information quanta and give each datum type a label (What do we want to probabilistically classify with?  Words?  Sentences?  Themes?).   Then a group of taggers can use these labels to classify real-world situations.  Sometimes the data is very quantitative in nature, such as in insurance applications and credit reports.  Other times it is much more qualitative and ambiguous, such as task-related dialogs.  In this case, I think the domain is sufficiently well understood to make classification manageable for two people, ie Paek and Horvitz.  I suppose they could open up the tagging to a larger team and calculate kappa statistics, but I think the effort would be ill spent given the simplicity of the domain (32 goals and 12 types of people does not seem unreasonable to classify by hand).

“While the uncertainty models these papers discuss are interesting, they are also all hand-crafted. What kind of corpora would one need to gather in these domains (Receptionist, etc) to learn the models automatically?”


- Ilya Goldin

“I intuitively like the decomposition of the Bayesian reasoner into levels of task involvement (e.g. figure 2). However, if what we eventually want to do is learn these models automatically, does it matter if we learn separate models or one big one? Is it even possible to learn separate ones from a single corpus?”




- Ilya Goldin
I suspect that an enormous corpus, or several substantial corpora, would be needed to learn models such as these.  In a unified corpus, each dialog would have to be labeled for its top-level goal.  Given a set of dialogs with a particular goal, I suspect some form of machine learning could be applied to learn useful indicators of sub-goal acquisition and fulfillment.  Beyond that, I’m just guessing.  I invite class discussion of this.

“Given their use of Bayesian nets to try to improve the rationality of responses to lower confidence ASR, I'm curious as to whether networks such as these (and perhaps ANNs, which seem a viable architecture here) have been used to actually try and combine higher level with lower level information to improve word recognition itself.  We did discuss this, as I recall, earlier in the semester and results were somewhat mediocre.  Nonetheless, their seemingly positive response here would indicate that there is perhaps room to experiment in this direction.”

· Matthew Bell

“VOI is a nice formalism. It claims to account not only for the wants of the system, but also for the costs to the user: context-sensitive utilities.”

· Ilya Goldin

“In general, how does one know what thresholds to set for determining if an action should be performed, or a clarification should be requested? For example, in Fig. 4, it appears that 65% certainty is not enough, but 84% is.” 

· Amy Soller

I would imagine this comes down to how much better than flipping a coin it is.  Whether the represented coin is weighted is not mentioned in the paper.  Anyhow, 80% +- 5% seems to be pretty popular within the machine learning community as a “confident” guess.  Also, it seems for this system that cost is involved.  If a poor assumption is very costly, then 65% certainty may not be good enough.  On the other hand, a relatively consequence-free assumption would require a very low certainty score to be confident in making a guess.

“I am not sure how their architecture can handle multiple goal conversations. For example, if the user specifies “I want to leave this laptop to X and then go right away to LRDC”, two goals are asserted. This type of conversation it is natural in a flight information system. I guess it will be an interesting problem to think of how such architecture can be used to implement a flight information system.”

· Mihai Rotaru

I suppose the system could evaluate which goal should be satisfied first and then handle them sequentially.

Conversation as Action Under Uncertainty. T. Paek and E. Horvitz. Proceedings of the 16th Conference on Uncertainty in Artificial Intelligence (UAI), 2000.


Analysis:

I like Quartet.  Then again, I liked it in the previous paper.  Now it has a name and we are presented some of the psychological background (which I greatly appreciate).  I find myself wondering why this information was not provided in the previous paper.  

Modeling attention is very interesting.  Attentional discretion could help systems avoid confusion resulting from background noise.  The self-adjustments are also very impressive.  This is the sort of adaptability that I found so woefully lacking from previously studied systems.  

I’m curious if anyone has studied people with partial hearing loss to learn their compensation strategies.  While obvious times (eg cupping a hand over one’s ear and saying “Huh?”), such strategies allow these people to participate in productive dialogs with somewhat unreliable speech recognition.


Questions:

“They cite evidence in psychology that humans first address lower level uncertainties before moving on to higher ones as a motivation for their architecture’s having few or no links between different levels of their architecture.  From the sound of it, though, (and I'm really perhaps misunderstanding here, as I confess I had to skim through these) they didn't serialize their decision making; each "level" operated independently and in a parallel fashion.  What motivated this decision?”

· Matthew Bell

I think these levels are analogous to the ISO communication levels (ie hardware, protocol, application, etc).

“Wouldn't it be better, since we're in a probabilistic setting anyway, to include multiple hypotheses from the ASR component, that would give at least some weight to the correct interpretation, in Section 3.1” 

· Stefanie Bruninghaus

Sounds good to me.  Perhaps you should contact the authors about this. :)  I expect they’d likely tell you that the ASR component just “plugs in” and gives only the most probable interpretation.

“In 3.2 they claim that their architecture can handle problem that appear at multi-level. Their example shows that even if the ASR output is understood (with high difficulty), because of the maintenance status, the system will ask for the user to repeat. This problem is also addressed in other dialog system by assigning a confidence score to the ASR output and deciding the prompt user to repeat when low confidence scores are found. This makes me wonder what is so special about their architecture?? I am a little confused by this paper (actually by many Microsoft systems :-)).”

· Mihai Rotaru

Quartet uses cost-benefit analysis to decide on what type of grounding to use.  If the cost of a mistake is very high, only the highest ASR confidences will be accepted without asking for confirmation.

DeepListener: Harnessing Expected Utility to Guide Clarification Dialog in Spoken Language Systems. E. Horvitz and T. Paek. Proceedings of the 6th International Conference on Spoken Language Processing (ICSLP), 2000.


Analysis:

I was pleased to finally see a comparison to MDP-modeled dialog systems.  However, I’m not sure what else was said in this paper that was not said in the previous two.


Questions:

“The concept of having a "thought cloud'" that lets the user know what the system is thinking seems really useful. Was there any evaluation of this to determine what effect this has on future interactions?” 

· Amy Soller

I think they basically just replace forms of back-channel that humans are capable of and simple animations are not (without adding considerable complexity to designing and coding the avatar), such as a raised eyebrow or similar puzzled expressions.

“This paper reminded me of a defense of LSA I'd wanted to make last class period.  In fact, a classifier such as LSA would be a good match for a system such as this; LSA's roots in information retrieval mean that its initially recognized strength was in retrieving documents that weren't straight keyword matches.  As a classifier, LSA provides breadth rather than precision - in this case, by offering confidence scores on words that other classifiers might not match.  This is the sort of information that DeepListener needs to work with.”

· Antonio Roque

“I wonder about…to what extent could tutoring, for example, be profitably construed as a "command and control" application”

· Roy Wilson

Continuous Listening for Unconstrained Spoken Dialog. T. Paek, E. Horvitz, E. Ringger. Proceedings of the 6th International Conference on Spoken Language Processing (ICSLP), 2000.


Analysis:

I am now thoroughly convinced that these first four papers should have been collapsed into one comprehensive and coherent paper.  One caveat:  substantial and credible evaluation must be performed.


Questions:

“I would have liked to see some more explanation of the A' measure, and how one should interpret it. A' makes the system look better, but it seems that accuracy of 38% is fairly low, which makes the system inapplicable in practice.”

· Stefanie Bruninghaus

It just means better ASR is needed.  What I do find inexcusable was sad attempt at evaluation.  Only one lecture?!?  Only 20 requests?!?  How did this paper get past reviewers?

“I wonder about…the meaning and implication of the evaluation results presented”

· Roy Wilson

“The 0.38 hit rate reported in the evaluation of Presenter seemed to me a disappointing result.  It seemed the system should have done better if only trying to recognize "next slide".  The low false alarm rate was encouraging.”

· Andy Gaydos

The low hit rate was due almost entirely to poor ASR.  Also, the ASR component does not know to listen for just one phrase.  If the ASR passes a bad interpretation to Presenter, all the NLP skill in the world won’t help it.

Harnessing Models of Users' Goals to Mediate Clarification Dialog in Spoken Language Systems. Eric Horvitz and Tim Paek. Proceedings of the Eighth Conference on User Modeling, 2001. 


Analysis:

I was experiencing more than a bit of deja vu after reading this paper.  I knew what it was about without going past the abstract.  All of these should have been part of a single paper, with the addition of real evaluation.


Questions:



None specific to this paper
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