[bookmark: _lae36owiwtv]Inferencing
Before, each possible world is a set of truth value assignments to all the propositional symbols. Now, each possible world is a set of value assignments to the full joint probability distribution. 

Consider this example:
· Smoking causes cancer
· Eating bacon causes cancer
· TV ads make people want to eat bacons.
· Johnny watches a lot of TV

In propositional logic, we might have:
	(Smoking ⇒ Cancer) ^ (Bacon ⇒ Cancer) ^ (TV ⇒ Bacon) ^ TV
 and we might infer cancer.

BUT, 
· not everyone who smokes will get cancer
· the chance of cancer for a smoker is higher than that of bacon eater.

In this case, we would want to build a full joint probability distribution:
P(Smoking, Bacon, TV, Cancer). Since each simpler event is represented by a Boolean variable, we have a total set of 24 outcomes, so we’d need 16 probability values that sum up to 1 to fully specify the distribution. 

· What’s the chance of getting cancer if watch TV?
· Pr(Cancer=t | TV = t) = Pr(TV=t, Cancer=t) / Pr(TV=t)
· Pr(TV=t, Cancer=t) = Sumb={t/f},s={t/f} Pr(TV=t, Cancer=t, Bacon=b, Smoking=s)
· Pr(TV=t) = Sumc={t/f},b={t/f},s={t/f} Pr(TV=t, Cancer=c, Bacon=b, Smoking=s)

Good news: not every event has a direct impact on everything else. 
[bookmark: _o82gsskp75o]Conditional Independence
Recall that the joint probability distribution of two simpler events A, B is expressed as:
	P(A, B) = P(A | B) * P(B)

If we knew that A and B are independent, then the conditional probability distribution P(A|B) is simplified to just P(A). 

Now suppose we have three events, A, B, and C. The general expression of the full joint is:
	P(A,B,C) = P(A | B, C) * P(B | C) * P(C)

But suppose A only depends on C. Then, P(A | B, C) can be simplified to just P(A|C). So in this case, P(A,B,C) simplifies to just P(A | C) * P(B | C) * P(C)

Completing the fully joint distribution table can now be done by multiplying simpler conditional probability distributions together. To make explicit how different random variables interact with each other, we will use a probabilistic framework called Bayesian Networks. 
[bookmark: _eqojh3snc5a4]Bayesian Network

The chance that I arrive late to work is dependent on two factors: my morning routine being miserable, and whether the bus is delayed to my stop. The time that I arrive at work influences whether I get a coffee; it also influences whether I decide to stay late at work in the evening. (Inference question: suppose it’s past 6pm, and you wanted to ask me a question about an assignment; you saw me getting a coffee in the morning. what is the chance that I am still in my office?)

Based on the description of the scenario, I made a Bayesian Network consisting of five variables: Miz Morning (M), Bus Delay (B), I’m Late (L), Coffee (C), and Work Late (W). I connected the variables that directly impact each other, and I specified five conditional probability distribution tables (CPTs), one for each node. Meltdown
BusDelay
L
Coffee
WorkLate


	MizMorning:M
	P(M)

	true
	.9

	false
	.1



	BusDelay:B
	P(B)

	true
	.4

	false
	.6



	I’mLate:L
	P(L|M=true,B=true)
	P(L|M=true,B=false)
	P(L|M=false,B=true)
	P(L|M=false, B=false)

	true
	.8
	.7
	.6
	.1

	false
	.2
	.3
	.4
	.9



	Coffee:C
	P(C | L=true)
	P(C | L=false)

	true
	.3
	.6

	false
	.7
	.4



	WorkLate:W
	P(W | L=true)
	P(W | L=false)

	true
	.4
	.2

	false
	.6
	.8



From the above information, we can make some qualitative inferences: 
· Does my morning have any impact on whether the bus is delayed? [No] 
· [bookmark: _GoBack]If you observe that I’m late and you overheard me saying “...and my morning was  great…” should you have stronger belief that there was a bus delay? [Yes -- even though we cannot conclude that the bus was definitely delayed, it now seems like a more likely cause of my being late, given that morning isn’t a contributing factor (compare column three vs column four in the I’mLate conditional probability table)]
· Does getting on a delayed bus directly influence whether I get coffee? [No] Indirectly? [Yes -- If you observe that I got a coffee, it’s more likely that I’m not late. If I’m not late, it’s more likely that the bus hasn’t been delayed.]
· Is my staying late at work directly influenced by whether I got coffee? [No]

We can also build the full joint probability distribution for P(M,B,L,C,W), which will allow us to make more quantitative inferences. We do this by multiplying the appropriate conditional probabilities by visiting each node; we’ll traverse the structure starting at the roots, going from parent nodes to child nodes.

P(M,B,L,C,W) = P(M) P(B) P(L|M, B) P(C | L) P(W|L)

So if we wanted to know the joint probability value for Pr(M=true,B=true,L=true,C=false,W=true), we’d get:
   Pr(M=true,B=true,L=true,C=false,W=true) 
= Pr(M=true)Pr(B=true)Pr(L=true|M=true, B=true)Pr(C=false | L=true)Pr(W=true|L=true)
= 0.9*0.4*0.8*0.7*0.4
[bookmark: _x8e7oq56cpax]Making Inferences with Bayesian Network
We want to make an inference about the likelihood of some outcome(s) for some event based on the outcomes of some other events that we observed. 

The event we’re interested in is our query; we’ll denote it with random variable X. 

The event outcomes that we’re basing our inferences on are evidences; let’s call these events E1, … En, and their corresponding outcomes e1,...,en. 

Additionally, there are other events in the network that we didn’t mention. We’ll call these events Y1,...Ym (or collectively as Y). Note that some of the Y events may have nothing to do with what we care about, but some might be connected between X and E. 

What we want to know is the distribution:
P(X | E1=e1, … En=en) or P(X | E=e) for short
Mathematically, we would need to find P(X, E1=e1, … En=en) / Pr(E1=e1,...En=en).

Once we know the numerator, P(X, E=e), it will be easy to find the denominator -- we just have to sum out X. If X has q outcomes, then Pr(E=e) = Sumx={x1,...xq)Pr(X=x, E=e).
 
Since the network gives us the full joint, we can find P(X, E=e) by summing out the variables that are not participating (Y):
P(X, E=e) = Sumyi P(X, E=e, Y=yi) 
That is, we need to enumerate over every possible outcome combination of every event Y.

Doing this by brute force may lead to a lot of computation. But if we pay attention to variable orderings, we might be able to factor out some common terms and perform fewer additions and multiplications. Better yet, if we save some commonly computed terms, we can further reduce the total amount of computation.

Example
Since we can now compute the full joint probability distribution, we can use it to make various inferences. For example, we can ask: if we know that there has been a bus delay, how often do I stay late, and how often do I not:

P(W | B=true)

Here, our observed event is B=true; our query event is W (we are asking for both the true case and the false case, so we want the distribution); and all the others are unobserved events (i.e., we don’t know whether there was a MorningBad, whether I actually arrived late, and whether I got coffee). The query event W is directly dependent on one of these unobserved events (L) but not the others if L became known.

	P(W | B=true) = P(W, B=true) / Pr(B=true)

Let’s first work on the numerator: P(W, B=true). It can be computed if we marginalize (i.e., sum out) the variables that are not bound to specific outcomes. In this case, they are L, C, M. So
P(W, B=t) = suml={t/f}  sumc={t/f} summ={t/f} P(W, B=t, L=l, C=c, M=m) 
= suml={t/f}  sumc={t/f} summ={t/f} Pr(M=m)Pr(B=t)Pr(L=l|M=m,B=t)Pr(C=c|L=l)P(W|L=l)

Below, we enumerate each term of the summation:
	l
	c
	m
	P(W, B=t, L=l, C=c, M=m)

	t
	t
	t
	Pr(B=t)Pr(M=t)Pr(L=t|M=t,B=t)Pr(C=t|L=t)P(W|L=t)
[0.9*0.4*0.8*0.3*0.4,  0.9*0.4*0.8*0.3*0.6] 

	t
	t
	f
	Pr(B=t)Pr(M=f)Pr(L=t|M=f,B=t)Pr(C=t|L=t)P(W|L=t)
[0.1*0.4*0.6*0.3*0.4, 0.1*0.4*0.6*0.3*0.6] 

	t
	f
	t
	Pr(B=t)Pr(M=t)Pr(L=t|M=t,B=t)Pr(C=f|L=t)P(W|L=t)
[0.9*0.4*0.8*0.7*0.4, 0.9*0.4*0.8*0.7*0.6] 

	t
	f
	f
	Pr(B=t)Pr(M=f)Pr(L=t|M=t,B=t)Pr(C=f|L=t)P(W|L=t)
[0.1*0.4*0.6*0.7*0.4, 0.1*0.4*0.6*0.7*0.6]

	f
	t
	t
	Pr(B=t)Pr(M=t)Pr(L=f|M=t,B=t)Pr(C=t|L=f)P(W|L=f)
[0.9*0.4*0.2*0.6*0.2,  0.9*0.4*0.8*0.6*0.8]

	f
	t
	f
	Pr(B=t)Pr(M=f)Pr(L=f|M=f,B=t)Pr(C=t|L=f)P(W|L=f)
[0.1*0.4*0.4*0.6*0.2, 0.1*0.4*0.4*0.6*0.8]

	f
	f
	t
	Pr(B=t)Pr(M=t)Pr(L=f|M=t,B=t)Pr(C=f|L=f)P(W|L=f)
[0.9*0.4*0.2*0.4*0.2,  0.9*0.4*0.8*0.4*0.8]

	f
	f
	f
	Pr(B=t)Pr(M=f)Pr(L=f|M=f,B=t)Pr(C=f|L=f)P(W|L=f)
[0.1*0.4*0.4*0.4*0.2, 0.1*0.4*0.4*0.4*0.8]



Doing this naively, we’d have to perform 32 multiplications and 7 adds (4 multiplications per product term; we have 8 product terms to add) for each possible outcomes of W (i.e., we have to do this for both W=true and W=false).

In listing out all the product terms, we see that we do a lot of repeated work. For example, in four out of the eight terms, we always multiply Pr(M=true)*Pr(B=true). In fact, since we are given that B=true in the problem, we know that all 8 terms will contain Pr(B=true). We can do less computation if we factor out common terms.
P(W,B=t)=suml={t/f}sumc={t/f}summ={t/f}Pr(M=m)Pr(B=t)Pr(L=l|M=m,B=t)Pr(C=c|L=l)P(W|L=l)
   = Pr(B=t)*[summ={t/f}Pr(M=m)*[suml={t/f}Pr(L=l|M=m,B=t)*P(W|L=l)*[sumc={t/f}Pr(C=c|L=l)]]]

Moreover, notice that for this problem, the most inner sum: sumc={t/f}Pr(C=c|L=l) always=1 because whatever L is, C only depends on L, and we’re summing over all possible outcomes of C. This is an example illustrating the principle that “every variable that is not an ancestor of a query variable or evidence variable is irrelevant to the query.” (AIMA, p.528) 

So P(W, B=t) can be further simplified into:
Pr(B=t)*[summ={t/f}Pr(M=m)*[suml={t/f}Pr(L=l|M=m,B=t)*P(W|L=l)]]

Using the above interleaving, we’d need to perform 3 additions and 7 multiplications per outcome of W.

Now for the denominator. Note that we can calculate Pr(B=true) easily once we have P(W, B=true) because we just have to sum out W: Pr(B=true) = Pr(W=true, B=true) + Pr(W=false, B=true). Although we can work directly from the full joint (summing out W, L, C, M) that would require a lot more work. 
[bookmark: _wb0ee16dy66z][bookmark: _rkjdeibvhgka]Special Cases of Bayesian Network 
Consider this example problem: Suppose we want a system to scan our incoming emails and then decide to bin each into one of three categories: work, school, social. Suppose we want to do this with a Bayesian Network. How would you go about solving this problem? Assume that you have a pretty sizable collection of old emails that have been correctly categorized.

In general, we’ll have to come up with a network that seems like a reasonable match with our domain. It probably will not be exactly the right structure because most interesting problems will be rather complicated, and we usually won’t be able to capture all the nuances of the domain. 

For this example, let’s simplify it to a problem of modeling the joint relationship between the category and a small set of N keywords that we think will help us distinguish between the three categories. So we want a network with N+1 nodes/variables. Whatever network we design, it will help us to compute the full joint distribution
P(Category, W1, … WN)
from which we will be able to make inferences when given a new email. For example, suppose that “homework” and “dinner” are two of the keywords, and suppose both these words appeared in the email we want to categorize, but none of the other N-2 keywords appeared. What we want to infer from the above full joint is:
max c={sch, work, soc} Pr(Category=c | Homework=t, …, Dinner=t)
This can be computed as:
max c={sch, work, soc} Pr(Category=c , Homework=t, …, Dinner=t)
since all three choices of c share the same denominator Pr(Homework=t, … Dinner=t).

Below are two proposed networks.

Network 1
Here, I consider the chance of each keyword appearing as an independent event. Then, jointly, they determine the category. Each parent node is a boolean random variable that has no conditions. And the Category variable will be dependent on all N keyword variables.Category
Homework
Meeting
...
...
Dinner


This network looks simple, but it is not. The bottleneck is that the Category node depends on the outcomes (presence or absence) of all the keywords. With N keywords, we’d have to specify 2N distributions for Category’s conditional probability table. To make inference with this network, we once again compute the full joint. With this configuration, the joint distribution will be computed as:

	P(Category, W1, … WN) = P(Category|W1,...WN)*P(W1)*...*P(WN)

Network 2: Category
Homework
Meeting
...
...
Dinner

The root node is a random variable over the category (work, school, social). It has many children nodes. Each child node is a Boolean random variable, specifying whether the email contains some particular word or not (e.g., in the figure to the left, the first child node is for whether the word “homework” appeared in the email or not, given the category.). All children nodes are conditionally independent of each other.


A network of this configuration is called a Naive Bayes Model. The full joint is computed as:
	P(Category, W1, … WN) = P(Category)*P(W1|Category)*...*P(WN|Category)

To use it to answer the specific instance above (“homework” and “dinner” were the only two keywords that appeared in the email), we’d compute:
· Pr(Category=sch)*Pr(Homework=t | Category=sch) * … * Pr(Dinner=t | Category=sch)
· Pr(Category=soc)*Pr(Homework=t | Category=soc) * … * Pr(Dinner=t | Category=soc)
· Pr(Category=work)*Pr(Homework=t | Category=work) * … * Pr(Dinner=t|Category=work)
And we’d categorize the email as whichever one that has the largest probability.

What are its advantages?
· Simple network. 
· Small number of parameters (probability values) to specify/learn. 
· Don’t need as much data to get a good estimate for all the parameters.
· Easy to make exact inferences. 
What are its disadvantages?
· simple network may not reflect the reality of the domain. The chance of seeing two words co-occurring in an email is not independent, even when the category is known. (Given that the email is in the “school” category, seeing the word “homework” ought to change your belief about the likelihood of seeing the word “due.”)

[bookmark: _ctiamohhsoxa]
