
University of Pittsburgh

CS 1573 Spring 2011 Midterm Exam

This is a closed-book exam.

There is no need to simplify expressions - just plug the numbers into the formulas, and leave
your answers as fractions.

For (full or partial) credit, your answers must be understandable. For example, if you use a
variable to refer to something, state what it stands for.

You may ask a question if you think there is an error. Otherwise, please just use your best
judgment to answer the question.

No need to fill in all the whitespace. I gave you lots of room.

Good luck!
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1. (6 points) Suppose you have 12 total documents. Give an example of how the data might
be partitioned to carry out 3-fold cross validation. Explain what the partitions are
used for.

2. (6 points) Given the following contingency table, what are precision for class C1 and
recall for class C3?

Gold

C1 C2 C3

C1 33 6 4
Auto

C2 6 22 7

C3 8 3 11
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3. (5 points) The Liu et al. 2010 paper listed on the class schedule carries out exper-
iments in sentiment classification of documents (as you did in Project 1). One type
of feature they use are Transition word features such as “although happy” and “al-
though POS/ADJ.” The first means that the word “although” occurs before the word
“happy” in the sentence. The second means that the word “although” occurs before a
positive adjective in the sentence.

“although” is one of 31 transition words. Others are “even though” and “however”.

(a) What is the motivation for using such features for sentiment classification?

(b) Why might the second feature be better than the first one?

4. (4 points) What independence assumptions are made in the Naive Bayes model?
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5. (9 points) Here are some training and test data. The classification C is binary, either
yes or no.

docID words in document C == yes or no?
---------------------------------------------------------------------
training set 1 molecular and cellular molecular yes

2 cellular and cellular yes
3 and department and no

---------------------------------------------------------------------
test set 4 molecular and department

Assume we are using the Naive Bayes classification algorithm. First, give the parameters
needed to classify the test document (the priors and the conditional probabilities).
Then, show the calculations Naive Bayes uses to decide which class to assign to the test
document.
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6. (8 points) Suppose a corpus contains the following three short documents:

Doc1 : “molecular and cellular molecular”
Doc2 : “cellular and cellular”
Doc3 : “and department and”

Fill in the following term-document matrix with tf.idf values (no need to simplify the
expressions).

DOC1 DOC2 DOC3

and

cellular

department

molecular
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7. (8 points)

Below is the term-document matrix for two documents, where each entry is the number
of times the term (in the row) occurs in the document (in the column). Give the cosine
similarity between the two documents (again, no need to simplify the expression).

DOC1 DOC2

and 20 350

cellular 5 15

department 15 20

molecular 5 2
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8. (8 points) To calculate the RAND index to evaluate a set of clusters against a gold
standard, you first calculate the true positive (TP), false positive (FP), true negative
(TN) and false negative (FN) values.

Give the TP, FP, TN, FN values as defined for computing the RAND index for the
example clustering given on the separate handout. Show your work. Again, you do not
need to simplify your answers.

9. (8 points) Agglomerative hiarachical clustering starts with each document in a separate
cluster, and then repeatedly joins the closest pair of clusters.

There are several methods described in the Manning et al. text for determining the
closest pair of clusters. Three of these are the Single Link, Complete Link, and Centroid
clustering methods. What are these three methods?

7



10. (4 points) Suppose that v is an initial distribution vector for a Markov process (vi is the
probability of being in state i during the current time step) and that P is the transition
matrix. What is the distribution vector after n steps?

11. (12 points) Give a method for computing PageRank values that was covered in class. Be
as specific as you can be (but no extra credit for going beyond the required material).
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12. (6 points) The HITS (Hyperlink-Induced Topic Search) algorithm is an iterative algo-
rithm. On each iteration, the hub h(v) and authority a(v) scores of each page v are
updated.

Given page v, what are h(v) and a(v) updated to during a single iteration?
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13. (6 points) Consider the feed forward neural network shown on the separate handout.
Give a (mathematical) expression for the activation level of unit O5.

14. (10 points) This question is about the back propagation learning algorithm for feed
forward neural networks.

Describe how the weights on the input links to the output layer are updated. Be as
specific as you can be. (However, there is no extra credit for going beyond the required
material for the class.)
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