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Abstract  

An experiment on classifying words in Swedish 
health records as belonging to one of eight 
protected health information (PHI) classes, or to 
the non-PHI class, by means of active learning 
has been conducted, in which three selection 
strategies were evaluated in conjunction with 
random forests; the commonly employed app-
roach of choosing the most uncertain examples, 
choosing randomly, and choosing the most 
certain examples.  Surprisingly, random select-
ion outperformed choosing the most uncertain 
examples with respect to ten considered perform-
ance metrics. Moreover, choosing the most 
certain examples outperformed random selection 
with respect to nine out of ten metrics. 

1.  Introduction 

Large amounts of information are stored in electronic 
health record systems in the form of both structured data 
and free text. The latter may contain information about 
symptoms, diagnoses and treatments of patients as well as 
their social situation. This type of information could be of 
high value for both medical researchers outside the clinic 
and for developers of new tools for analysis of health 
records. However, as the texts may contain information 
that can reveal identities of the patient, something which 
often is referred to as protected health information (PHI), 
they need to be de-identified before distribution and use 
outside the clinic, see e.g., (Meystre et al., 2010) for an 
overview of research in the area. 

In order to reduce the human effort in the de-identi-
fication process, machine learning approaches have been 
proposed to automate parts of the process, see e.g., 
(Dalianis & Velupillai, 2010), where words containing 
sensitive information are tagged as such by learned 
classifiers. Standard learning approaches typically require 
large sets of labeled data in order to accurately predict 
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tags for words in new, previously unseen, documents. 
This means that a substantial human effort still is required 
for the compilation of training data. One approach of 
reducing this effort is by means of active learning, i.e., the 
learning algorithm may request a human expert to provide 
labels for selected training examples, see e.g., (Settles, 
2009) for an overview of active learning approaches. 
Hence, instead of labeling large sets of examples in a non-
informed manner, the human expert can in the active 
learning framework focus on labeling fewer examples that 
provide more useful information to the learning algo-
rithm.  

Besides the choice of learning algorithm, the key question 
when employing active learning is what strategy to use 
for selecting examples to be labeled. One common choice 
for the latter is to select the most uncertain examples, 
under the assumption that they are the most informative, 
see e.g., (Lewis & Gale, 1994; Freund et al., 1997). This 
study explores different strategies for selecting examples 
in the active learning framework when using random 
forests (Breiman, 2001) as the basic learning algorithm 
for the task of de-identifying health records. 

2.  Methods 

In this study, we have utilized a set of health records 
written in Swedish1, which has previously been manually 
annotated for de-identification purposes (Velupillai et al., 
2009). The texts encompass 100 records from five 
different clinics; pain, orthopedy, oral and maxillofacial 
surgery and diet. A consensus annotation was created of 
three set of annotations, using eight PHI classes; age, part 
of date, full date, first name, last name, health care unit, 
location and phone number (Dalianis & Velupillai, 2010). 
Similarly to previous approaches, see e.g., (Olsson, 2008), 
we have chosen to represent words using the following 14 
features:  

i) is the token alphanumeric? 
ii) is it numerical?  
iii) does it have an initial capital letter? 
iv) what is the POS tag of the specific token? 
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v-viii) what is the POS tag one (two) token(s) before 
(after) the token? 
ix) what is the length of the specific token? 
x-xiii) what is the token length one (two) token(s) before 
(after) the token? 
xiv) what is the PHI class of the token? 

The last of the 14 features hence contains the target 
(output) value, which typically is unknown in novel 
(untagged) documents. As mentioned above, there are 
eight possible annotation classes, which together with the 
non-PHI value, results in nine possible class values for the 
target feature.  

For this study, we have used a parallel implementation of 
random forests, developed in Erlang (Boström, 2011). 
The active learning framework was emulated by giving 
the learning algorithm the possibility to select a specified 
number of additional training examples from a large pool 
of examples, after having trained a model from an initial 
set of examples. Three strategies for selecting examples 
from this pool were considered; i) selecting the most 
uncertain examples, where the entropy of the class 
predictions was used as a measure of uncertainty, ii) 
selecting examples randomly, and iii) selecting the most 
certain examples, again using entropy. The hypothesis 
prior to the experiment was that selecting the most 
uncertain examples, which is a standard strategy in active 
learning, see e.g., (Lewis & Gale, 1994) and (Freund et 
al., 1997), would result in the highest predictive 
performance, since labels for the most uncertain examples 
were expected to be the most informative. 

In the experiment, 10 000 words were used for building 
an initial model in the form of a random forest with 100 
trees. From a set of 90 000 additional words, the 
algorithm was then allowed to choose 10 000 more words 
to build the extended model from, using one of the three 
selection strategies. The resulting models, each hence 
built from 20 000 examples, were tested on a test set 
consisting of 98 820 words. The same initial model and 
test set were used for all three strategies. 

The relative frequency of the majority class (non-PHI) in 
the test set is 96.74%. The relative class frequencies for 
the PHI classes in the test set are: 0.90% (health care 
unit), 0.87% (part of date), 0.44% (first name), 0.43% 
(last name), 0.36% (full date), 0.13% (location), 0.09% 
(phone number) and 0.05% (age). 

A number of performance metrics have been considered 
in this study; accuracy, squared error of predicted class 
probabilities (Brier score) (Brier, 1950), the area under 
the ROC curve (AUC) (Fawcett, 2006), precision, recall 
and F-measure (Witten et al., 2011). The latter four 
metrics, which all assume binary classification tasks, were 
first calculated for each of the nine classes separately, 
considering examples of the considered class as belonging 
to the positive class, while examples of any of the other 
eight classes were considered as belonging to the negative 
class. For these metrics, both micro- and macro-averages 

are presented, where the former are weighted averages 
over all nine classes using the relative class frequencies as 
weights, while the latter are averaged over all nine classes 
using uniform weights. 

3.  Results 

The predictive performance of the resulting models, when 
using the three different strategies for selecting examples 
in the active learning framework, is shown in Table 1. 

 

Table 1. Results for the three strategies. 

 Uncertain Random Certain 

Accuracy 97.39 97.55 97.90 

Brier score 0.0432 0.0398 0.0353 

AUC (micro) 94.03 95.40 95.18 

AUC (macro) 94.62 95.80 95.87

Precision 
(micro) 

96.77 96.95 97.52

Precision 
(macro) 70.24 74.76 77.29 

Recall (micro) 97.39 97.55 97.90 

Recall (macro) 31.77 41.28 54.60 

F-measure 
(micro) 96.62 96.89 97.46 

F-measure 
(macro) 37.71 48.24 60.76 

 

A first remark is that since the majority class contains 
96.74% of the examples in the test set, even a default 
classifier that always predicts the majority class would in 
this case obtain a high accuracy in absolute numbers. It 
can however be seen that all generated models in this 
experiment would outperform such a classifier. Although 
the accuracies of the learned models may not appear to be 
very much larger than for such a default classifier, the 
differences in absolute number of correct classifications 
would be substantial; the weakest of the three models still 
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made 646 more correct classifications than what such a 
default classifier would make. Another view of this is that 
the error of the default classifier was reduced by 36% by 
the best of the three learned models. For skewed class 
distributions, like the one studied here, AUC is often 
advocated as a more suitable performance metric. The 
default classifier would here obtain a (micro- and macro-
averaged) AUC of 0.5, which were clearly outperformed 
by all three models. Similar remarks can be made for the 
remaining metrics; the learned models all clearly outper-
formed the default classifier. 

When comparing the three strategies, the most notable, 
and rather surprising, observation is that the standard 
strategy of selecting the most uncertain (highest entropy) 
examples resulted in lower predictive performance than 
when employing random selection or selecting the most 
certain (lowest entropy) examples. This observation holds 
for all ten performance metrics. Furthermore, choosing 
the most certain examples outperformed random selection 
with respect to all metrics, except for micro-averaged 
AUC. These results indicate that the active learning 
algorithm, at least in some situations, benefit the most 
from extending the initial training set with the most 
certain, rather than uncertain, or random, training 
examples.  

4.  Discussion 

The main finding of the experiment is that the commonly 
employed active learning strategy of selecting the most 
uncertain examples was outperformed by both random 
selection and selecting the most certain examples. One 
possible explanation for the observed phenomenon is that 
examples that were considered uncertain by the initial 
model were particularly hard in the sense that the 
employed features were not sufficient for accurately 
tagging these examples. As a consequence, these 
examples may have been less informative than randomly 
selected examples. Another possible reason for the 
deteriorated performance when using uncertainty-based 
selection could be the skewing of class distributions, due 
to that some classes were over-represented in the selected 
set. There was certainly a potential risk for this in the 
considered scenario, where the set of selected examples 
was of the same size as the initial set of examples. On the 
other hand, the strategy of selecting the most certain 
examples, which also faces this risk, turned out to 
perform better than random selection. This shows that the 
negative effects of skewing the class distributions may be 
outweighed by the positive effects of using an informed 
selection procedure. 

The current study was just a snapshot; there are many 
variables that could be varied in future studies, even for 
the considered dataset, including varying the size of the 
initial training set, the number of selected examples and 
the sizes of the forests. Another direction for future work 
is to explore approaches to reduce effects of skewing in 

order to suggest ways to modify the selection strategies. 
Other directions include investigating improvements of 
the de-identification performance by considering more 
informative features and alternative learning algorithms. 
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