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Abstract

Analysis of complex clinical data in Elec-
tronic Health Record (EHR) using machine
learning methods may help us to better un-
derstand the dynamics of the disease and
importance of various patient management
interventions. In this work, we study the
problem of modeling the dynamics of post-
surgical cardiac patient population. Our ap-
proach relies on the hidden Markov model to
model temporal dynamics, and spectral clus-
tering methods to approximate the number
of hidden states of the models. We test the
methodology by applying it to analyze medi-
cation order sequences extracted from EHRs
of 2,878 post surgical cardiac patients.

1. Introduction

Nationwide deployment of Electronic Health Record
(EHR) systems, and the availability of large clinical
datasets open-up new opportunities for understanding
the dynamics of the disease, patient condition, and effi-
cacy of various treatments. Machine learning and data
mining research and techniques play an important role
in this endeavor.

One of the hardest problems related to clinical data
analysis, is the problem of modeling and predicting
the sequences of observations, symptoms, or events
in medical records. The main challenge comes from
the complexity of the data in medical records that in-
clude complex multivariate time-series of physiological
measurements, lab test results, medication administra-
tions, and procedures performed.

In this work, we study ways of building tractable tem-
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poral models of clinical data by finding a low dimen-
sional representation of patient states that describe
well the dynamics of the original clinical data. We
approach the problem by representing patient case
sequences using the Hidden Markov Model (HMM)
framework – a well known framework for modeling the
behavior of stochastic dynamic systems, in which the
dynamics is described in terms of hidden states and
transitions among them.

The construction (learning) of HMMs from high di-
mensional clinical data is not an easy task and it
requires additional modeling assumptions. First, in
order to learn high dimensional observation data in
EHRs, we assume the observations defining the patient
case at any point in time are independent of each other
given the hidden state. Second, in order to determine
the number of hidden states necessary to model the ob-
servation sequences, we assume that the observations
associated with a hidden state are similar. Hence, we
can determine the number of hidden states with the
help of clustering methods.

We test this approach on medication administration
records for 2,787 cardiac surgical patients. Our goal
is to recover and automatically identify key patient
states driving various patient management choices ap-
plied to the population of post-surgical cardiac pa-
tients. We show that our method can learn models
that are able to predict various medication patterns
necessary to differentiate two types of cardiac surg-
eries.

2. Methods

We are interested in modeling temporal sequences of
high-dimensional clinical data. Our approach relies on
the hidden Markov model to model temporal dynam-
ics, and spectral clustering methods to approximate
the number of hidden states of the models.
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2.1. Hidden Markov Model

Hidden Markov Models (HMMs) are a widely used
statistical framework for modeling stochastic dynamic
systems. The HMM is defined in as (H,X, T,O, p0),
where H is a set of hidden states, X is a set of obser-
vations, T is a stochastic transition model represent-
ing the transition probability (in time) between any
two consecutive states P (ht|ht−1), O is an observation
model representing the probability of observations at
time t given the hidden state P (xt|ht), and p0 defines
the prior distribution over initial hidden states. The
HMM can represent temporal sequences of observa-
tions of arbitrary length by expanding the transition
model over the length of the sequence. The model
(once defined) can be used to support various proba-
bilistic inferences, for example, it can be used to cal-
culate the probability of the observed sequence or the
probability of future observations given the sequence
of past observations.

Different variations of the basic HMM exist. For ex-
ample, factored hidden Markov models (Ghahramani
& Jordan, 1997) assume the states and observations
are factorized and represented using sets of state, and
observation variables respectively. The factored mod-
els often benefit from a more compact belief-network
representation of both the transition and observation
models, leading to smaller parameterizations. In this
work, we assume that high dimensional observations in
the patient data are independent of each other given
the hidden state.

The parameters of the HMM can be learned using the
maximum likelihood or the Bayesian estimation meth-
ods. A well-know, Baum-Welch algorithm that relies
on the Expectation-Maximization framework is typi-
cally used for this purpose (Beal et al., 2002; Rabiner
& Juang, 1986) and it is adopted in all our analyses.

2.2. Approximating the Number of Hidden
States

One of the limitations of the HMM learning algorithm
is that one needs to a priori decide how many hidden
states will be used in the model. Our approach for
determining the number of hidden states is based on
a simple premise: the patient state defining the fu-
ture observation sequence of the patient case can be
reasonably-well approximated using its immediate ob-
servation patterns. In other words, we assume that
every important state defining the dynamics of the
patient case can be recognized by considering its own
observations patterns. If this premise holds the num-
ber of the different observation patterns defines the
number of states.

To identify the different observation patterns (and
hence different patient states), we resort to clustering.
Clustering (Jain et al., 1999) aims to divide observa-
tion vectors into groups such that similar observations
fall into the same group. Then associating clusters
with observation vectors yields an approach in which
the number of states of the HMM corresponds to the
number of clusters. Please note that by clustering the
observation vectors, we disregard possible temporal re-
lations among consecutive observation vectors in a pa-
tient case.

To cluster the observation vectors, we rely on spec-
tral clustering algorithm by Ng, Jordan and Weiss
(NJW) (2001). To choose the number of clusters k
(and the number of hidden states in the HMM), we
use the heuristic that seeks the first large eigenvalue
drop found in between two successive eigenvalues (Ng
et al., 2001; Polito & Perona, 2001). In addition we
use the knowledge of clusters, the memberships of in-
dividual observation vectors in these clusters, and the
sequences of observation vectors in the data to esti-
mate the initial parameters of the transition model T
and the initial state distribution p0 from the respective
transition and initial state counts.

3. Experiments

The data we use in our experiments are extracted from
the PCP database (Hauskrecht et al., 2010) of EHRs
of post-surgical cardiac patients. The data consist of
medication administration records and cover 302 dif-
ferent medications that were given to cardiac patients
during their hospitalizations. We converted each EHR
into a temporal sequence of binary vectors, where the
sequence is segmented by 24-hour time intervals. Each
segment has 302 features indicating whether or not
the corresponding medication was given to the patient
during that time-window. The dataset covers 2,878
patients and consists of 30,828 binary medication-
administration vectors, sorted by the patient and time.
The lengths of patients’ medication sequences ranged
from 1 to 151 days.

3.1. Analysis of Patient States using
Clustering

Our first goal was to identify and approximate impor-
tant patient-states using spectral clustering method
(Ng et al., 2001). To perform the clustering, we dis-
regard any sequence structure and assume the med-
ication vectors are independent samples. Therefore
we construct the pairwise similarity matrix of medi-
cation vectors, without considering the sequential in-
formation. In order to correctly measure the distance
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between two binary vectors xi and xj , we use the fol-
lowing metric:

dij = max(
exp(−

∑M
m=1 1{xim 6=xjm}

M )− exp(−ε)
exp(0)− exp(−ε)

, 0),

where M is the number of features and ε is the cut-off
threshold.

Once the similarity matrix and its graph Laplacian
are computed, we perform an eigenanalysis. For our
data, the first major eigenvalue drop occurs between
the 11th and 12th eigenvalues. Following the recom-
mendation of (Ng et al., 2001), we choose the number
of clusters to be 11. To get an insight on whether the
clusters are meaningful, we have analyzed the tempo-
ral role that each cluster plays in modeling medication
sequences of individual patients. To conduct this anal-
ysis (and to adjust for the different patient hospitaliza-
tion lengths), we define five temporal “anchor points”
Q0, Q1, Q2, Q3, Q4, such that Q0 represents the initial
24-hour of patient’s hospitalizations and Q4 represents
the last 24-hour prior to the patient discharge. Corre-
spondingly, each intermediate Qi denotes the 24-hour
observation at the i/4 point of patient’s hospitaliza-
tion period. We collect the medication vectors that lie
on the anchor points and examine how the cluster dis-
tribution changes over time. Figure 1 illustrates the
results of this temporal cluster analysis. More specif-
ically, the results show how the support of different
clusters changes over the five periods. For example,
medication vectors that fall into cluster 7 are more
likely to occur in the initial stages of patients’ hospi-
talization. By examining the cluster and medication
characterizing the cluster, we have found that heparin,
lidocaine, fentanyl, and midazolam to be the most fre-
quently observed medications associated with it. This
is consistent with our interpretation, since these med-
ications are typically given during or just after the
surgery. This suggests that the approach is able to
identify medication groups characteristics of different
patient management strategies for the cardiac surgical
patients.

3.2. Classification of a Surgery Type

In the second experiment, we have tested how useful
our approach is for learning and recognizing patients
who underwent different types of cardiac surgeries. We
expect this is possible since the treatment and man-
agement protocols for different surgeries often differ.
In this study, we have selected patients with two types
of the heart-valve replacement surgeries – one using
prosthetic valve, the other one tissue grafts. The treat-
ment protocols for these have some differences, hence

Figure 1. The support for clusters over five hospitalization
periods Q0, ..., Q4. The y-axis shows the count of observa-
tions.

our experiment was set up to see if we can learn sep-
arate HMMs for each type from the training data and
use these models to recognize the surgery on the test
data.

Our data contain 539 patients with prosthetic valve
and 252 patients with tissue graft valve replacement
surgery. For each of the 2 surgical groups, we train
a model with a training set. Once the models are
trained, we estimate the likelihood of each sequence
from test set on both trained models. For classifica-
tion, we pick the label of the model that maximizes the
likelihood p(X|Mk), where Mk represents the model
for the surgical group k.

Table 1 summarizes the results obtained using 10-
fold cross validation. Rows represent true labels and
columns represent classifications using the models.
Each cell denotes the proportion. The results present
88% of patients with prosthetic valve and 73% of pa-
tients with tissue graft valve replacement surgery are
classified correctly. This suggests that our method is
able to model the temporal clinical patterns and possi-
bly discriminate the sequences in the 2 surgical groups.
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Seq Predictions (in %)
Label Prosthetic Tissue

Prosthetic 0.88 0.12
Tissue 0.27 0.73

Table 1. The confusion matrix for classification with hid-
den Markov models. Labels Prosthetic and Tissue rep-
resent prosthetic valve and tissue graft valve replacement
surgery respectively.

4. Conclusion

In this work, we presented our approach to model tem-
poral sequences of high-dimensional clinical data. Our
method relies on the HMMs to model temporal dy-
namics and spectral clustering methods to approxi-
mate the number of hidden states of the models. We
tested the methodology by applying it to analyze med-
ication order sequences of 2,878 post surgical cardiac
patients. From the experiments we presented that our
approach is able to identify medication groups and
characteristics of different patient management strate-
gies. We also showed that our method can learn mod-
els that are able to discriminate different types of car-
diac surgeries.
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