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The increasing pervasiveness of computation in the modern world has driven an influx of computer
science majors, with enrollments increasing in so many CS departments across the US. As these students will
come from diverse backgrounds and have different expectations for what CS studies entail, it is important
that we as academic professionals demonstrate that our field is not about programming computers per se,
but about expressing tasks in a manner that computational systems can understand and execute.

Our field is constantly evolving as a result of both its youth and close relation to technological inno-
vation; importantly, students will work in new environments and/or perform research in new fields that we
cannot anticipate now. One of our key challenges is to prepare students to succeed without being able to
predict exactly how their careers will take shape. We also must convey concepts to students that do not go
on to explicitly computational careers, but nevertheless need to be able to interact in an increasingly compu-
tational world. I believe the most effective way to do this is to teach students how to think computationally.

My experience as a teaching assistant suggests that students learn most effectively when they can re-
late challenging concepts to “real world” environments, and can implement and evaluate concepts in real
systems. Algorithmic concepts can be mapped to all kinds of real world environments – shortest path al-
gorithms in navigational systems, scheduling algorithms and control flow in traffic management, etc. From
a systems perspective, projects which allow students to study real systems – building systems calls in the
Linux kernel, designing simple MapReduce frameworks – create a sense of relevance given their relation to
real environments students interact with on a daily basis, as opposed to things they simply read in a textbook.

Courses I am Interested in Teaching

I am interested in teaching any undergraduate courses broadly construed as “systems” courses, including
system software, operating systems (OS), computer architecture, computer networking, distributed com-
puting, and data science/statistics. I am also interested in teaching introductory computer science courses,
including data structures and basic programming courses, as I enjoy introducing computational thinking to
both majors and non majors that may have some peripheral interest in the field. At the graduate level, I am
interested in teaching advanced operating systems, advanced computer networking, high performance com-
puting, cloud computing, and any courses that have some relation to parallel and distributed systems. I am
also interested in introducing additional courses at the graduate and advanced undergraduate levels related
to my research interests; I discuss three of these in detail below.

Specialized Operating Systems

It is widely expected that future computer systems will be increasingly parallel and heterogeneous compared
to the mostly homogeneous, general purpose hardware common today. As a result, recent years have seen
a significant increase in specialization, where highly customized software stacks are deployed to optimize
a specific type of application or hardware configuration. Paravirtual OSes, library OSes, and lightweight
kernels are just a few examples of OSes that have gained adoption in these environments.

When students learn about OSes in introductory courses, the focus is usually on algorithmic under-
pinnings of resource management, protection/security, and program execution. While these topics are key
to build a principled understanding of OS design, I believe many students would benefit from a hands-on
course that prepares them to both perform research and better understand the nature of specialized systems.

Students in this course will first examine recent examples of experimental OS research, and will work
together to implement concepts motivated by this work in the context of a real experimental OS which is
highly amenable to the rapid prototyping and studying of features. Students will study their work in the
context of a specific type of application, or target hardware configuration, and evaluate their work experi-
mentally. Graduate students can leverage this course to bootstrap their studies in systems research, while
undergraduate students can use it to broadly explore what systems research entails.
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The Convergence of High Performance Computing (HPC) and “Big Data”

Once confined to esoteric supercomputing environments, HPC systems now enjoy adoption in cloud infras-
tructures and data centers, with applications in artificial intelligence, data visualization and analysis, and
simulations/modeling of all sorts of processes. A major factor driving the adoption of HPC has been the
emergence of “big data” and large scale data science, whose applications need to store, analyze, and move
massive amounts of data, operations that benefit from high performance hardware.

While HPC and big data have much in common from a hardware standpoint, applications from each
field retain key differences, and thus there is much uncertainty regarding how to optimally marry these
paradigms in the same underlying infrastructure. This course will study how to adopt applications from
either environment in a converged HPC/big data infrastructure, focusing on questions such as:

• What types of HPC hardware configurations can be used to optimize data intensive applications?
• How amenable are HPC kernels to parallelization via contemporary big data systems such as Spark

and Hadoop?
• What type of OS is best?
• When different applications co-execute on the same hardware, which resources can be effectively

shared, and which are common sources of contention?

Students in this course will select one of these questions, or an interesting question of their own, and
study it in the context of a converged HPC/big data system. The primary focus will be to identify interest-
ing performance characteristics that result from executing applications in a converged system. The latter
portion of the course will allow students to investigate solutions by provisioning experimental configura-
tions that attempt to optimize the convergence of these paradigms in some way. While targeting mainly the
graduate level, this course could be taken by advanced undergraduates wanting exposure to research in high
performance computing, cloud computing, or big data.

Performance Analysis

Contemporary interconnected computer systems are incredibly complex entities derived from the combina-
tion of many complex subcomponents. Studying how these systems perform is not a straightforward task,
but is an important task in any field that relies on computation as a substrate for performing research or
advancing the field in some way. In this course, the focus is not on building or optimizing systems for any
particular task, but rather on understanding the nature of computer system behavior by analyzing perfor-
mance characteristics. Students will select an application of interest, deploy it on a computer system (or
perhaps several), and analyze its behavior. They will be tasked with addressing several key questions:

• How well does my application scale?
• Does my application perform the same way each time, or does its performance vary?
• Is my application data dependent? That is, does the input affect how it performs?
• What resource is the bottleneck for my application? Does my application have different resource

bottlenecks at different times?

The hope for a course like this is that students come away with an understanding of how to diagnose
the behavior of a computer system, as well as the ability to use large scale statistical frameworks to analyze
and derive interesting insights from data. I see this course targeting both CS graduate students interested
in systems research, as well as graduate students in other disciplines wishing to use computer systems to
perform computational research. CS graduate students could use this course to bootstrap systems research,
in the event of a particularly interesting discovery of program behavior, while students from other fields will
come away with a useful skill set for performing their research.
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