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This course is a graduate seminar 

Since this is a graduate course, your grade will be 
based predominately on your project 

Overall Breakdown: 
  20% Paper reviews 
  Typically 4 papers per week 

  25% Paper presentations 
  4-5 presentations per person 

  45% Project 
  10% Subjective 
  Participation in discussion 
  “Attendance” 
  Etc. 



The web is your friend! 



Paper sign-ups are due this week 

By this Friday (Sept. 4): 
  Email me the dates and titles of eight papers 
  Rank these papers in order of preference,  

as I will only assign 4-5 papers per person 
  I will do my best to honor your preferences 

But wait, how should I choose papers? 
  Explore a topic that you know that you are interested in 
  Skim titles and abstracts 
  Do you prefer theory?  Crypto?  Systems issues?  Legal matters? 

Note:  I will be using FCFS scheduling, so submit on time! 



Paper reviews and presentations should not be 
book reports! 

Paper reviews follow a standard template (see web site) 
  1-2 paragraph critical summary of paper 

 What did the authors do? 
 Why is this important? 
 How does it relate to other literature 

  Three strengths of the research 
  Three weaknesses/shortcomings of the described approach 

Paper presentations should show some insight 
  Situate the paper within its related work 
  Describe technical approach 
  Critique the work 

 What was well done?  
 What do you see as shortcomings of the work? 

  Your presentation should include at least 2 discussion questions 



The project is your opportunity to explore some 
area of interest in depth 

Come to office hours to discuss your ideas and 
interests with me 

Pursue a new research idea 

Implement/evaluate untested 
theory from the research literature 

Literature survey and analysis 



Your project grade will be based upon several 
milestones 

Description Tentative Due Date Percent of Grade 

Proposal & presentation October 7 10% + 10% 

Informal progress updates Throughout 10% 

Formal progress report November 11 20% 

Final presentation December 9-16 15% 

Final report End of term 35% 

Note: Specific requirements will vary from project to project 

Generic expectations: 
  Proposal: 3-5 pages describing project, listing tasks/deliverables, 

and discussing intellectual merit of proposed research 
  Progress report: Up to 10 pages describing progress to date, code 

developed, theorems proved, etc. 
  Final report:  Like a workshop, conference, or journal paper 



Class Introductions 



What exactly is the focus of this course? 



Computer security is typically defined with 
respect to three types of properties 

Confidentiality 

Integrity Availability 

How do I ensure that 
my secrets remain 

secret?!

Can I trust the 
services that I use?!

Am I able to do what I need to do?!



Confidentiality refers to the need to conceal 
information or resources 

The need for confidentiality arises in both military and civilian 
information systems 

  Military: Classified information processing and intelligence 
  Civilian: Proprietary data, sensitive records, etc. 

There are many flavors of confidentiality.  For example: 
  Data:  “No one should know my bank account balance” 
  Existence:  “No one should know that I shop at XYZ.com” 
  Configuration: “No one should know what software I run” 

The precise notion of confidentiality used in a system depends on 
the environment in which the system will be used 

Data 



Integrity refers to the trustworthiness of 
information or resources 

Systems are typically concerned with two types of integrity 
  Data integrity:  “Is my bank account balance correct” 
  Origin integrity:  “Was this application really written by Microsoft?” 

Integrity mechanisms can either prevent or detect violations 

Pro:  Keep system consistent 

Con:  Difficult to design! 
  Easy to keep bad guys out 
  But how do we identify 

malicious insiders? 

Pro:  Easier to design in some cases 
  File checksums 
  Transaction consistency checks 
  Etc. 

Con:  Causes of violations often 
remain unknown… 



Availability refers to the ability to use 
information or resources 

Systems are usually designed with the expectation of certain 
patterns of usage 

  Electricity demand is higher during the work day 
  Roads are more utilized during commute hours 
  Web sites experience peak traffic during certain hours 
  Etc. 

By violating these assumptions, the security properties of the 
system can be altered! 

  Example:  Poorly-protected backup servers 

Interesting: Detecting malicious availability violations is non-trivial 
  E.g., Botnet-based DDoS attack or “Slashdotted” article? 



Traditional security deals with closed systems 

What makes a closed system? 
 Known perimeter 
 Fixed, known set of users 
 Fixed, known set of resources 
 Administrators (presumably) trusted 

✔ ✗ ✔ 
✗ ✔ ✗ 
✗ ✔ ✔ 

Benefits: 
 Easy to set access permissions 
 Leaked data stays within perimeter 
 Administrator access to data is not a 

concern (single domain of control) 



Nowadays, we are seeing a move towards open 
digital environments 

Bottom line: Traditional models of security are 
not always a great fit. 

Wide and varied user base 

Embedded sensors 

Physical spaces 

Electronic resources 



Pervasive computing is not the only open model 
of computing… 

Social networking 
  Span many traditional organizations 
  Administration? 
  High availability of personal data 

Sensor networks 
  Loose notion of perimeter 
  Little trust in hardware integrity 
  Users?  Administrators? 

Virtual organizations 
  Span two or more organizations 
  Mutually distrustful administrators 
  Incentive to share vs. secrecy 



Thinking slightly more analytically… 

Few, fixed 
data sources 

Heterogeneous 
and dynamic data 

Trusted admins, 
clear boundaries 

Untrusted admins, 
fluid boundaries 

Fixed set of 
users/resources 

Completely 
dynamic system 

Closed system 

Pervasive 
computing 

VOs 

Sensor 
networks 



In this course, we will systematically examine the 
effects of these relaxed system models 

In particular we will explore answers to the following questions: 

  Access control for open computing systems 
 What if we don’t know the set of users within the system? 
  Can we incorporate contextual data into our decision-making process? 
 What if we don’t have a reference monitor to enforce our policies? 

  New data management paradigms 
  Can we write fine-grained policies for databases we control? 
  How can we publish “anonymized” data for others to use? 
 What if we don’t trust the administrators of our database? 

  Lack of clear boundaries and unobservable threats 
  How can we reap the rewards of context-aware systems without giving up our 

fundamental right to privacy? 
  Can we combat the ill-effects of passive monitoring devices? 



Access control in open systems is not as simple as 
access control in closed systems… 

We need to deal with violated assumptions… 
  Unknown users 
  Unknown resource providers 

… but we get some nice benefits 
  Real-time contextual data 
  Semantic descriptions 

Trust management 
and distributed proof Trust negotiation 

Implementation and practical considerations 

≈ 3 lectures!
≈ 2 lectures!

≈ 2 lectures!



Access controls are usually enforced with the help of a 
reference monitor 

What if we don’t have a trusted reference monitor? 
  Anonymously publishing data 
  Storing files on untrusted hardware 
  “The cloud” 
  … 

We will spend about two lectures investigating cryptographic 
primitives that ensure our disclosure policies are respected, even 
if we don’t have control over the data! 

Read secret.txt

Bob Reference Monitor 

Policy for secret.txt

Can Bob see 
secret.txt? 

NoAccess denied



The volume, type, and storage mechanisms for data 
have changed as well 

Massive amounts of data, coupled with recent legislation require 
new approaches for protecting data within our control 

Fine-grained protections Protections from high-power insiders 

1 lecture!

2 lectures!

New data paradigms require new approaches to security 

≈ 2 lectures!



We must also be concerned with protecting private 
data that is managed by others 

Case 1:  Anonymized datasets 

Why would someone else manage my data?!? 

Case 2:  Outsourced management 

Query 

Response 

What did she 
ask about?!? 

≈ 3 lectures!
1 lecture!



Who is watching the watchers? 

Systems are beginning to make use of user location and other 
context to personalize the end-user experience 

Overarching question:  How can we balance the utility of these 
services with potential privacy violations? 

Pay as you drive insurance 

Location-aware 
advertising 2 lectures!



Even seemingly harmless passive monitoring devices 
can be problematic! 

Some uses of RFID tags are more or less benign: 
  Warehouse management 
  Pet identification 
  … 

Some emerging uses of RFID are more problematic: 
  Identification and access control cards 
  Patient/inmate tracking 
  Library books 
  Passports 
  … 

Question:  Can more feature-rich RFIDs and/or protocols provide 
these benefits without (at least some of) the risks? 

≈2 lectures!



In summary… 

In the end, traditional closed world models of security fail to 
capture the assumptions of emerging application domains 

  Very cool computational paradigms are emerging 
  Very real security and privacy challenges need to be addressed 

In this course, we will: 
 Explore the characteristics of these emerging systems 
 Learn about the technical and legal challenges surrounding data 

management in an increasingly networked world 
  Investigate technical solutions to a hand full of these problems 

In this course, you will: 
 Read lots of papers 
 Learn to quickly and critically assess technical work 
 Develop an independent research project 


