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Introduction 

•  This paper addresses the problem of defining a right notion 
of privacy for statistical databases. 

•  The privacy promises of past work (e.g., k-anonymity, l-
diversity, m-invariance) are syntactic conditions on the 
released datasets, and there is insufficient argument that 
these syntactic conditions have the correct semantic 
implications. 

•  The boundary between “inside” and “outside” in statistical 
databases is porous.  
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Introduction 

•  A privacy definition that formalizes to semantic security in 
statistical databases: 

Dalenius Ad Omnia Privacy Goal: Anything that can be learned about  
a respondent from the statistical database should be learnable without 
access  to the database. 

The adversary’s prior and posterior views about an individual before and  
after having access to the statistical database shouldn’t be “too different”,  
or that access to the statistical database shouldn’t change the adversary’s  
views about any individual “too much”. 

Unachievable! 
•  Previous work attempt to formalize Dalenius’ goal:  



The Proposed Work 

1)  Move from comparing an adversary’s prior and posterior views of 
 an individual to comparing the risk to an individual when included 
 in, versus when not included in, the database (i.e., differential  
 privacy).  

2)  A curator can introduce a carefully calculated amount of random  
 noise to the responses returned to the users, ensuring mathematically  
 that even a sophisticated reidentifier can’t use the answer to unearth  
 information about the people in the database. 



Talk roadmap 

  Differential privacy. 

  Achieving differential privacy. 

  Concluding remarks (strengths and weaknesses). 
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Differential Privacy 
•  Definition 1. A randomized function K gives €-differential privacy if for all 

data sets D1 and D2 differing on at most one element, and all S ⊆ Range(K), 

  Pr[K(D1) ∈ S] ≤ exp(€) × Pr[K(D2) ∈ S], 

 where the probability space in each case is over the coin flips of the 
mechanism K. 

•  Example: If the database were to be consulted by an insurance provider 
before deciding whether or not to insure a given individual, then the 
presence or absence of that individula’s data in the database will not 
significantly affect her chance of receiving coverage. 
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Achieving Differential Privacy 
•  The query is a function f, and the database is X  The true answer 

is the value f(X). 

•  A privacy mechanism K computes f(X) and adds noise with a scaled 
symmetric exponential distribution (Lap(Δf/€)) with standard 
deviation sqrt(2)Δf/ €. 

•  K yields €-differential privacy on the single query function f. 
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Achieving Differential Privacy 
•  Definition 2. For f :D → Rd, the sensitivity of f is 

  Δf = max (D1,D2) ||f(D1) − f(D2)||1  

 for all D1, D2 differing in at most one element. 

•  The sensitivity captures how great a difference (between the value of f on 
two databases differing in a single element) must be hidden by the additive 
noise generated by the curator. 

  Theorem 1. For f : D → Rd, the mechanism Kf that adds independently 
 generated noise with distribution Lap(Δf/€) to each of the d output terms 
enjoys € -differential privacy. 
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Achieving Differential Privacy 
•  Application of Theorem 1. Histogram queries. 

  A histogram query is an arbitrary partitioning of the domain of database rows into 
disjoint “cells”. 

  The true answer is the set of counts describing, for each cell, the number of 
database rows in this cell. 

  A histogram query with d cells can be viewed as d individual counting queries. 

  The addition or removal of a single database row can affect the entire d-tuple of 
counts in at most one location (for only the corresponding cell). 

  ∆f = 1. Therefore, (by Definition 2), every histogram query has sensitivity 1. 



Dec. 13 ’06 – MICRO-39 

Strengths  
1.  The paper presents a new notion of privacy in statistical databases that 

formalizes to semantic security (i.e., €-differential privacy). The previous 
attempts to define Dalenius’ goal (which formalizes also to semantic 
security) via comparing an adversary’s prior and posterior views of an 
individual are shown to be unachievable. As such, the paper moves the 
comparison to the risk of an individual when included in, versus when not 
included in, the database (i.e., differential privacy). 

2.  The proposed differential privacy definition is strong in the sense that it is a 
statistical property about the behavior of the mechanism (K) that satisfies 
this definition. As such it is independent of the computational power and 
auxiliary information available to the adversary/user. 
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Strengths  
3.  The mechanism K provides good accuracy with insensitive queries. 

Particularly, the noise needed to ensure differential privacy depends only on 
the sensitivity (See Definition 2 on page 7) of the function (i.e., query) and 
on the parameter €. Both are independent of the database and the number 
of rows it contains. As such, if the database is very large, the errors for 
many questions introduced by the differential privacy mechanism are 
relatively small. 
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Weaknesses 
1.  The magnitude of the noise generated by K increases with the number of 

questions. In other words, the quality of the answers given by K deteriorates 
(thus affecting utility) with increased number of queries. 

2.  K might have very bad accuracy for “sensitive” queries. The presence or 
absence of one more record might significantly affect the output of the 
query. The ∆f of a sensitive query might render as such very large and 
suggest that the proposed technique would work very badly (i.e., introduce 
a great deal of noise). 

3.  The suggested mechanism can be gamed. Repeated questions can build 
on one another to reveal more identity on individuals in the database.  



Dec. 13 ’06 – MICRO-39 

Weaknesses 
4.  The suggested mechanism suffers from the “row-naming” problem. 

Summarily (See page 10 for more explanation), an adversary who doesn’t 
know enough to uniquely identify individuals at the time of the attack is able 
to reconstruct a close approximation to the database- at the cost of a 
modest increase in the number of queries- where each row is identified with 
a set of hash values, and “secret bit” is learned for many rows. At a later 
time the adversary may learn enough about an individual in the database to 
deduce sufficiently many of the hash values of her record to identify the row 
corresponding to the individual, and so obtain her secret bit.  
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Thank you! 


